

    
      
          
            
  
Welcome to ventu’s documentation!

[image: pypi] [https://pypi.python.org/pypi/ventu] [image: versions] [https://github.com/zenchars/ventu] [image: Python Test] [image: Python document] [https://kemingy.github.io/ventu]

Serving the deep learning models easily.


Install

pip install ventu







Features


	Only need to implement Model(preprocess, postprocess,
inference or batch_inference)


	request & response data validation using
pydantic [https://pydantic-docs.helpmanual.io]


	API document using
SpecTree [https://github.com/0b01001001/spectree] (when run with
run_http)


	backend service using falcon supports
both JSON and msgpack [https://msgpack.org/]


	dynamic batching with
batching [https://github.com/kemingy/batching] using Unix domain
socket or TCP


	errors in one request won’t affect others in the same batch






	support all the runtime


	health check


	inference warm-up
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Ventu API


	
class ventu.ventu.Ventu(req_schema, resp_schema, use_msgpack=False, *args, **kwargs)[source]

	Ventu: built for deep learning model serving


	Parameters

	
	req_schema – request schema defined with pydantic.BaseModel


	resp_schema – response schema defined with pydantic.BaseModel


	use_msgpack (bool) – use msgpack for serialization or not (default: JSON)


	args – 


	kwargs – 








To create a model service, inherit this class and implement:



	preprocess (optional)


	postprocess (optional)


	inference (for standalone HTTP service)


	batch_inference (when working with batching service)








	
app

	Falcon application with SpecTree validation






	
batch_inference(batch)[source]

	batch inference the preprocessed data


	Parameters

	batch – a list of data after preprocess



	Returns

	a list of inference results










	
health_check(batch=False)[source]

	health check for model inference (can also be used to warm-up)


	Parameters

	batch (bool) – batch inference or single inference (default)



	Return bool

	True if passed health check










	
inference(data)[source]

	inference the preprocessed data


	Parameters

	data – data after preprocess



	Returns

	inference result










	
postprocess(data)[source]

	postprocess the inference result


	Parameters

	data – data after inference
or one item of the batch_inference



	Returns

	as defined in resp_schema










	
preprocess(data)[source]

	preprocess the data


	Parameters

	data – as defined in req_schema



	Returns

	this will be the input data of
inference
or one item of the input data of
batch_inference










	
run_http(host=None, port=None)[source]

	run the HTTP service


	Parameters

	
	host (string) – host address


	port (int) – service port













	
run_tcp(host=None, port=None)[source]

	run as an inference worker with TCP


	Parameters

	
	host (string) – host address


	port (int) – service port













	
run_unix(addr=None)[source]

	run as an inference worker with Unix domain socket


	Parameters

	addr (string) – socket file address










	
sock

	socket used for communication with batching service

this is a instance of ventu.protocol.BatchProtocol










Config

Check pydantic.BaseSettings


	
class ventu.config.Config[source]

	default config, can be rewrite with environment variables begin with ventu_


	Variables

	
	name – default service name shown in OpenAPI


	version – default service version shown in OpenAPI


	host – default host address for the HTTP service


	port – default port for the HTTP service


	socket – default socket file to communicate with batching service














Protocol


	
class ventu.protocol.BatchProtocol(infer, req_schema, resp_schema, use_msgpack)[source]

	protocol used to communicate with batching service


	Parameters

	
	infer – model infer function (contains preprocess, batch_inference and postprocess)


	req_schema – request schema defined with pydantic


	resp_schema – response schema defined with pydantic


	use_msgpack (bool) – use msgpack for serialization or not (default: JSON)









	
process(conn)[source]

	process batch queries and return the inference results


	Parameters

	conn – socket connection










	
run(addr, protocol='unix')[source]

	run socket communication

this should run after the socket file is created by the batching service


	Parameters

	
	protocol (string) – ‘unix’ or ‘tcp’


	addr – socket file path or (host:str, port:int)













	
stop()[source]

	stop the socket communication











HTTP service


	
class ventu.service.ServiceStatus[source]

	service health status






	
class ventu.service.StatusEnum[source]

	An enumeration.






	
ventu.service.create_app(infer, metric_registry, health_check, req_schema, resp_schema, use_msgpack, config)[source]

	create falcon application


	Parameters

	
	infer – model infer function (contains preprocess, inference, and postprocess)


	metric_registry – Prometheus metric registry


	health_check – model health check function (need examples provided in schema)


	req_schema – request schema defined with pydantic.BaseModel


	resp_schema – request schema defined with pydantic.BaseModel


	use_msgpack (bool) – use msgpack for serialization or not (default: JSON)


	config – configs ventu.config.Config






	Returns

	a falcon application
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  All modules for which code is available

	ventu.config

	ventu.protocol

	ventu.service

	ventu.ventu




          

      

      

    

  

    
      
          
            
  Source code for ventu.config

from pydantic import BaseSettings, Field


[docs]class Config(BaseSettings):
    """
    default config, can be rewrite with environment variables begin with ``ventu_``

    :ivar name: default service name shown in OpenAPI
    :ivar version: default service version shown in OpenAPI
    :ivar host: default host address for the HTTP service
    :ivar port: default port for the HTTP service
    :ivar socket: default socket file to communicate with batching service
    """
    name: str = Field('Deep Learning Service')
    version: str = Field('latest')
    host: str = Field('localhost')
    port: int = Field(8000, ge=80, le=65535)
    socket: str = Field('batching.socket')

    class Config:
        env_prefix = 'ventu_'





          

      

      

    

  

    
      
          
            
  Source code for ventu.protocol

import json
import logging
import socket
import struct

import msgpack
from pydantic import ValidationError


[docs]class BatchProtocol:
    """
    protocol used to communicate with batching service

    :param infer: model infer function (contains `preprocess`, `batch_inference` and `postprocess`)
    :param req_schema: request schema defined with `pydantic`
    :param resp_schema: response schema defined with `pydantic`
    :param bool use_msgpack: use msgpack for serialization or not (default: JSON)
    """
    STRUCT_FORMAT = '!i'
    INT_BYTE_SIZE = 4
    INIT_MESSAGE = struct.pack(STRUCT_FORMAT, 0)

    def __init__(self, infer, req_schema, resp_schema, use_msgpack):
        self.req_schema = req_schema
        self.resp_schema = resp_schema
        self.use_msgpack = use_msgpack
        self.packer = msgpack.Packer(autoreset=True, use_bin_type=True)
        self.logger = logging.getLogger(__name__)
        self.infer = infer
        self.sock = None

    def _pack(self, data):
        return self.packer.pack(data) if self.use_msgpack else json.dumps(data)

    def _unpack(self, data):
        return msgpack.unpackb(data, raw=False) if self.use_msgpack else json.loads(data)

    def _init_request(self, conn):
        self.logger.info('Send init message')
        conn.sendall(self.INIT_MESSAGE)

    def _request(self, conn):
        length_bytes = conn.recv(self.INT_BYTE_SIZE)
        length = struct.unpack(self.STRUCT_FORMAT, length_bytes)[0]
        data = conn.recv(length)
        return data

[docs]    def process(self, conn):
        """
        process batch queries and return the inference results

        :param conn: socket connection
        """
        batch = msgpack.unpackb(self._request(conn), raw=False)
        ids = list(batch.keys())
        self.logger.debug(f'Received job ids: {ids}')

        # validate request
        validated = []
        errors = []
        for i, byte in enumerate(batch.values()):
            try:
                data = self._unpack(byte)
                obj = self.req_schema.parse_obj(data)
                validated.append(obj)
                self.logger.debug(f'{obj} passes the validation')
            except ValidationError as err:
                errors.append((i, self._pack(err.errors())))
                self.logger.info(
                    f'Job {ids[i]} validation error',
                    extra={'Validation': err.errors()}
                )
            except (json.JSONDecodeError,
                    msgpack.ExtraData, msgpack.FormatError, msgpack.StackError) as err:
                errors.append((i, self._pack(str(err))))
                self.logger.info(f'Job {ids[i]} error: {err}')

        # inference
        self.logger.debug(f'Validated: {validated}, Errors: {errors}')
        result = []
        if validated:
            result = self.infer(validated)
            assert len(result) == len(validated), (
                'Wrong number of inference results. '
                f'Expcet {len(validated)}, get{len(result)}.'
            )

        # validate response
        for data in result:
            self.resp_schema.parse_obj(data)

        # add errors information
        err_ids = ''
        result = [self._pack(data) for data in result]
        for index, err_msg in errors:
            err_ids += ids[index]
            result.insert(index, err_msg)

        # build batch job table
        resp = dict(zip(ids, result))
        if err_ids:
            resp['error_ids'] = err_ids
        self._response(conn, resp)


    def _response(self, conn, data):
        data = self.packer.pack(data)
        conn.sendall(struct.pack(self.STRUCT_FORMAT, len(data)))
        conn.sendall(data)

[docs]    def run(self, addr, protocol='unix'):
        """
        run socket communication

        this should run **after** the socket file is created by the batching service

        :param string protocol: 'unix' or 'tcp'
        :param addr: socket file path or (host:str, port:int)
        """
        self.sock = socket.socket(
            socket.AF_UNIX if protocol == 'unix' else socket.AF_INET,
            socket.SOCK_STREAM,
        )
        self.logger.info(f'Connect to socket: {addr}')
        while True:
            try:
                self.sock.connect(addr)
                self.logger.info(f'Connect to {self.sock.getpeername()}')
                self._init_request(self.sock)

                while True:
                    self.process(self.sock)

            except BrokenPipeError as err:
                self.logger.warning(f'Broken socket: {err}')
                continue


[docs]    def stop(self):
        """
        stop the socket communication
        """
        self.logger.info('Close socket')
        self.sock.close()






          

      

      

    

  

    
      
          
            
  Source code for ventu.service

import os
import logging
from enum import Enum

from falcon import API, media, HTTP_422, after
from pydantic import BaseModel
from spectree import SpecTree, Response
from prometheus_client import multiprocess, CONTENT_TYPE_LATEST, generate_latest, Counter


[docs]class StatusEnum(str, Enum):
    ok = 'OK'
    error = 'Error'



[docs]class ServiceStatus(BaseModel):
    """
    service health status
    """
    inference: StatusEnum
    service: StatusEnum = StatusEnum.ok



[docs]def create_app(infer, metric_registry, health_check, req_schema, resp_schema, use_msgpack, config):
    """
    create :class:`falcon` application

    :param infer: model infer function (contains `preprocess`, `inference`, and `postprocess`)
    :param metric_registry: Prometheus metric registry
    :param health_check: model health check function (need examples provided in schema)
    :param req_schema: request schema defined with :class:`pydantic.BaseModel`
    :param resp_schema: request schema defined with :class:`pydantic.BaseModel`
    :param bool use_msgpack: use msgpack for serialization or not (default: JSON)
    :param config: configs :class:`ventu.config.Config`
    :return: a :class:`falcon` application
    """
    if use_msgpack:
        handlers = media.Handlers({
            'application/msgpack': media.MessagePackHandler(),
        })
        app = API(media_type='application/msgpack')
        app.req_options.media_handlers = handlers
        app.resp_options.media_handlers = handlers
    else:
        app = API()

    api = SpecTree('falcon', title=config.name, version=config.version)
    logger = logging.getLogger(__name__)
    VALIDATION_ERROR_COUNTER = Counter(
        'validation_error_counter',
        'numbers of validation errors',
        registry=metric_registry,
    )

    def counter_hook(req, resp, resource):
        if resp.status == HTTP_422:
            VALIDATION_ERROR_COUNTER.inc()

    class Homepage:
        def on_get(self, req, resp):
            logger.debug('return service endpoints')
            resp.media = {
                'health check': {'/health': 'GET'},
                'metrics': {'/metrics': 'GET'},
                'inference': {'/inference': 'POST'},
                'API document': {'/apidoc/redoc': 'GET', '/apidoc/swagger': 'GET'}
            }

    class Metrics:
        def __init__(self):
            if os.environ.get('prometheus_multiproc_dir'):
                multiprocess.MultiProcessCollector(metric_registry)

        def on_get(self, req, resp):
            resp.content_type = CONTENT_TYPE_LATEST
            resp.body = generate_latest(metric_registry)

    class HealthCheck:
        @api.validate(resp=Response(HTTP_200=ServiceStatus))
        def on_get(self, req, resp):
            """
            Health check
            """
            status = ServiceStatus(inference=StatusEnum.ok)
            try:
                health_check()
            except AssertionError as err:
                status.inference = StatusEnum.error
                logger.warning(f'Service health check error: {err}')
            logger.debug(str(status))
            resp.media = status.dict()

    class Inference:
        @after(counter_hook)
        @api.validate(json=req_schema, resp=Response(HTTP_200=resp_schema))
        def on_post(self, req, resp):
            """
            Deep learning model inference
            """
            data = req.context.json
            logger.debug(str(data))
            resp.media = infer(data)

    app.add_route('/', Homepage())
    app.add_route('/health', HealthCheck())
    app.add_route('/metrics', Metrics())
    app.add_route('/inference', Inference())
    api.register(app)
    return app





          

      

      

    

  

    
      
          
            
  Source code for ventu.ventu

import logging
from wsgiref import simple_server

from prometheus_client import Summary, Gauge, CollectorRegistry

from .config import Config
from .protocol import BatchProtocol
from .service import create_app


[docs]class Ventu:
    """
    Ventu: built for deep learning model serving

    :param req_schema: request schema defined with :class:`pydantic.BaseModel`
    :param resp_schema: response schema defined with :class:`pydantic.BaseModel`
    :param bool use_msgpack: use msgpack for serialization or not (default: JSON)
    :param args:
    :param kwargs:

    To create a model service, inherit this class and implement:

        * ``preprocess`` (optional)
        * ``postprocess`` (optional)
        * ``inference`` (for standalone HTTP service)
        * ``batch_inference`` (when working with batching service)
    """

    def __init__(self, req_schema, resp_schema, use_msgpack=False, *args, **kwargs):
        self.req_schema = req_schema
        self.resp_schema = resp_schema
        self.use_msgpack = use_msgpack

        self.req_example = req_schema.Config.schema_extra.get('example')
        self.resp_example = resp_schema.Config.schema_extra.get('example')
        self.warmup_size = req_schema.Config.schema_extra.get('batch_size', 1)
        if self.resp_example:
            assert self.req_example, \
                'require request examples if response examples are provided'

        self._app = None
        self._sock = None
        self.config = Config(**kwargs)
        self.logger = logging.getLogger(__name__)
        self.metric_registry = CollectorRegistry()
        self.SINGLE_PROCESS_TIME = Summary(
            'single_process_time',
            'Time spent in different part of the processing',
            ('process',),
            registry=self.metric_registry,
        )
        self.BATCH_PROCESS_TIME = Summary(
            'batch_process_time',
            'Time spent in different part of the processing',
            ('process',),
            registry=self.metric_registry,
        )
        self.WORKER = Gauge(
            'process_worker',
            'numbers of workers',
            ('protocol',),
            multiprocess_mode='livesum',
            registry=self.metric_registry,
        )

[docs]    def health_check(self, batch=False):
        """
        health check for model inference (can also be used to warm-up)

        :param bool batch: batch inference or single inference (default)
        :return bool: ``True`` if passed health check
        """
        if not self.req_example:
            self.logger.info('Please provide examples for inference warm-up')
            return

        if not batch:
            self.logger.info(f'Single inference warm-up with example: {self.req_example}')
            result = self._single_infer(self.req_schema.parse_obj(self.req_example))
            if self.resp_example:
                self.logger.info('Check single inference warm-up result')
                self.resp_schema.parse_obj(self.resp_example)
                assert self.resp_example == result, \
                    f'does not match {self.resp_example} != {result} for {self.req_example}'
        else:
            self.logger.info(f'Batch inference warm-up with size: {self.warmup_size}')
            examples = [
                self.req_schema.parse_obj(self.req_example) for _ in range(self.warmup_size)]
            results = self._batch_infer(examples)
            if self.resp_example:
                self.logger.info('Check batch inference warm-up results')
                for i in range(len(self.resp_example)):
                    self.resp_schema.parse_obj(results[i])
                    assert results[i] == self.resp_example[i], \
                        f'does not match {self.resp_example[i]} != {results[i]} for {examples[i]}'

        return True


    @property
    def app(self):
        """
        Falcon application with SpecTree validation
        """
        if self._app is None:
            self.health_check()
            self.logger.debug('Create Falcon application')
            self._app = create_app(
                self._single_infer,
                self.metric_registry,
                self.health_check,
                self.req_schema,
                self.resp_schema,
                self.use_msgpack,
                self.config,
            )
        return self._app

[docs]    def run_http(self, host=None, port=None):
        """
        run the HTTP service

        :param string host: host address
        :param int port: service port
        """
        self.logger.info(f'Run HTTP service on {host}:{port}')
        httpd = simple_server.make_server(
            host or self.config.host,
            port or self.config.port,
            self.app
        )
        with self.WORKER.labels('http').track_inprogress():
            httpd.serve_forever()


    @property
    def sock(self):
        """
        socket used for communication with batching service

        this is a instance of :class:`ventu.protocol.BatchProtocol`
        """
        if self._sock is None:
            self.health_check(batch=True)
            self.logger.debug('Create socket')
            self._sock = BatchProtocol(
                self._batch_infer,
                self.req_schema,
                self.resp_schema,
                self.use_msgpack,
            )
        return self._sock

[docs]    def run_unix(self, addr=None):
        """
        run as an inference worker with Unix domain socket

        :param string addr: socket file address
        """
        self.logger.info(f'Run Unix domain socket on {addr}')
        with self.WORKER.labels('unix').track_inprogress():
            self.sock.run(addr or self.config.socket, 'unix')


[docs]    def run_tcp(self, host=None, port=None):
        """
        run as an inference worker with TCP

        :param string host: host address
        :param int port: service port
        """
        host = host or self.config.host
        port = port or self.config.port
        self.logger.info(f'Run TCP service on {host}:{port}')
        with self.WORKER.labels('unix').track_inprogress():
            self.sock.run((host, port), 'tcp')


[docs]    def batch_inference(self, batch):
        """
        batch inference the preprocessed data

        :param batch: a list of data after :py:meth:`preprocess <ventu.ventu.Ventu.preprocess>`
        :return: a list of inference results
        """
        return batch


[docs]    def inference(self, data):
        """
        inference the preprocessed data

        :param data: data after :py:meth:`preprocess <ventu.ventu.Ventu.preprocess>`
        :return: inference result
        """
        return data


[docs]    def preprocess(self, data):
        """
        preprocess the data

        :param data: as defined in ``req_schema``
        :return: this will be the input data of
            :py:meth:`inference <ventu.ventu.Ventu.inference>`
            or one item of the input data of
            :py:meth:`batch_inference <ventu.ventu.Ventu.batch_inference>`
        """
        return data


[docs]    def postprocess(self, data):
        """
        postprocess the inference result

        :param data: data after :py:meth:`inference <ventu.ventu.Ventu.inference>`
            or one item of the :py:meth:`batch_inference <ventu.ventu.Ventu.batch_inference>`
        :return: as defined in ``resp_schema``
        """
        return data


    def _single_infer(self, data):
        with self.SINGLE_PROCESS_TIME.labels(process='preprocess').time():
            data = self.preprocess(data)
        with self.SINGLE_PROCESS_TIME.labels(process='inference').time():
            data = self.inference(data)
        with self.SINGLE_PROCESS_TIME.labels(process='postprocess').time():
            data = self.postprocess(data)
        return data

    def _batch_infer(self, batch):
        with self.BATCH_PROCESS_TIME.labels(process='preprocess').time():
            batch = [self.preprocess(data) for data in batch]
        with self.BATCH_PROCESS_TIME.labels(process='inference').time():
            batch = self.batch_inference(batch)
        with self.BATCH_PROCESS_TIME.labels(process='postprocess').time():
            batch = [self.postprocess(data) for data in batch]
        return batch
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